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Abstract
Bayesian inference has been proposed as one of the alternatives to the traditional null
hypothesis testing approach (NHST). Although the popularity of the Bayesian
inferential approach within psychological scientists has been increasing in the last
decade it is still used by a small minority of them despite the existence of several
excellent tutorials in psychological journals. However, those tutorials assume a
relatively high level of mathematical knowledge. Contrarily, the tutorial presented in
this article only assumes knowledge of addition, subtraction, multiplication and ratios.
It presents a tutorial on Bayesian inference introducing two interrelated pedagogical
tools: the prediction game and the parameter-data grid. The prediction game is used to
explain main Bayesian concepts and procedures using a grid and casino chips. The
tutorial then replaces the casino chips with probabilities to obtain a more precise
explanation of the Bayesian approach, but it maintains the gist of the prediction game
explanation to show that achieving a general understanding of Bayesian concepts and
procedures is not difficult. The intimidating Bayes theorem is presented towards the
end of the tutorial. An additional advantage of the pedagogical approach of this tutorial
is that it uncovers a component of Bayesian inference typically hidden in the Bayes
theorem: the predictive probability distribution. This aspect of Bayesian inference
emphasizes that the Bayesian inferential approach forces the researcher to predict data.
It is expected that this tutorial would attract psychological scientist to the Bayesian
inferential approach and that psychological scientists who already embrace the Bayesian
approach use it as a tool to teach undergraduate or postgraduate students.
Keywords: Bayesian inference, Bayes factor, Bayesian parameter estimation, Bayesian
hypothesis testing, pedagogical tools.
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An introductory tutorial to Bayesian inference
Although the popularity of the Bayesian inferential approach within psychological
scientists has been increasing in the last decade (Van de Schoot, Winter, Ryan,
Zondervan-Zwijnenburg & Depaoli, accepted) it is still used by a small minority of them
despite the existence of several excellent tutorials in psychological journals. The goal of
this tutorial is to introduce psychological researchers with little mathematical
background to the Bayesian inferential approach. The format of the tutorial aims at
avoiding the intimidation generated by the mathematical formality of Bayesian
inference. General aspects of the Bayesian inferential approach are fairly easy to
comprehend. For example, Jones and Love (2011) likened the Bayesian approach to
mere vote counting. In fact, the understanding of some essential aspects of NHST, such
as the meaning of p values and confidence intervals requires more complex explanations
than that of Bayesian inference (see Berry, 1997, p. 242). Although this article is an
introductory tutorial, psychological researchers who already embrace the Bayesian
approach may find it a useful tool to teach undergraduate or postgraduate psychology
students.
This tutorial on the Bayesian inferential approach is more basic and less
mathematical than other tutorials published in psychological journals (Lodewyckx,
Kim, lee, Tuerlinckx, 2011; Morey & Rouder, 2011; Perfors, Tenenbaum, Griffiths & Xu,
2011; Rouder & Lu, 2011; van de Schoot, Kaplan, Denissen, Asendorpf, Neyer & van
Aken, 2013; Wagenmakers, Lodewyckx, Kuriyal & Grasman, 2010; Wetzels, Lee &
Wagenmakers, 2010; see also Etz, Gronau, Dablander, Edelsbrunner & Baribault, 2016
for an annotated recommendation of readings to "become a Bayesian".). Indeed, a great
part of the tutorial is based on two very simple pedagogical tools —the prediction game
and the parameter-data grid– which only assume extremely basic mathematical
knowledge. Unlike other tutorials, the intimidating Bayes theorem will be presented
towards the end of the tutorial, only after a conceptual understanding of its components
have already been obtained. The tutorial uses a technique that Adrian DeGroot
(1946/1978) discovered when investigating chess grandmasters’ thinking and decision
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making processes: progressive deepening. It consists in exploring a situation several
times and gathering new insights every time the situation is revisited. Following this
technique I will intercalate concepts of the Bayesian inferential approach with the
prediction game in order to progressively gather new insights every time we explore
Bayesian concepts.
The structure of the tutorial is as follows. I will first provide a brief introduction
of the Bayesian inferential approach. Then I will introduce the prediction game, and I
will present one example (the first prediction game with two competitions). After that I
will explain main concepts of Bayesian inference. Subsequently, I will present the second
prediction game, and then I will introduce the Bayes theorem. Afterwards, I will present
Bayesian approaches used in psychology and then I will give a glimpse of how more
complex situations could be understood with the parameter-data grid. Finally I will
draw some conclusions. As a spoiler I would like to anticipate that the section "Bayesian
hypothesis testing with Bayes factors" gives links to freely available and extremely easy
to use software (which also includes the capability of creating APA formatted tables)
for actually performing some of the Bayesian analyses explained in this tutorial.
Bayesian inferential approach: Brief introduction
The typical introduction to Bayesian inference, intuitively, starts with the Bayes
theorem. I am not going to do this here for two reasons. First, the Bayesian inferential
approach does not necessarily use the Bayesian theorem. Indeed, the Bayesian
inferential approach uses probability theory, of which the Bayesian is one of its
theorems. Second, the Bayesian theorem contains conditional probabilities and, some
versions of it, integrals, mathematical concepts that are difficult to understand. I will
only introduce them only after a general understanding of Bayesian inference has been
acquired.
The Bayesian inferential approach could be summarized in the application of two
procedures:
1. Using probability theory to combine new data and background knowledge in order
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to generate reasonable propositions (i.e., hypotheses or models) about
(psychological) characteristics of a population or about (psychological)
mechanisms.
2. Using probability theory to quantify the relative evidence in favor of (or against)
competing propositions (i.e., hypotheses or models).
The first procedure is typically associated to parameter estimation. That is,
estimation of values of parameters of a population (e.g., mean IQ of a country) or those
of a mechanism (e.g., values of parameters of models of memory, attention, decision
making, etc., such as speed of processing, thresholds, capacity) based on a sample. The
second procedure is typically associated with model comparison. Model comparison
encompasses comparing the predictions of a variety of models to determine which one
better fits the data.
In the Bayesian probability approach probabilities could be assigned to almost
anything. For example, I can assign a probability (a number between 0 and 1, where 0
indicating this event is impossible and 1 that the event will certainly occur) to the event
consisting on this manuscript being accepted in this journal. This also implies that I am
assigning a probability of 1 minus that number to the complementary event that this
manuscript will not be accepted in this journal. I can then update that probability after
receiving the decision letter of the editor to 0 if the paper was rejected, to somehow
between 0 and 1 if the editor invites me to resubmit after a major revision, and to
somewhere closer to 1 if the editor invites me to resubmit after minor changes. On the
other hand, in the frequentist approach to probability (e.g., Neyman, 1937), which is
the basis of the NHST approach to statistical inference, it is forbidden to assign
probabilities to an event that will not repeat. This is because for the frequentist
approach probability only makes sense when we can count (or assume we can count) the
number of times an event occurred (or might occur) in a very very very long series of
repetitions. Because the publication of this paper is a unique event that will not repeat,
I am not allowed to assign a probability to it.
The conception of probability of Bayesian theorists (e.g., De Finetti,1974,
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Edwards, Lindman & Savage, 1963, Jaynes, 1996, Jeffreys, 1939, Lindley, 2000) is that
probability is a conceptual tool that we can use to express our degree of certainty (or
uncertainty)1 concerning the truth of a proposition. Being a conceptual tool probability
theory has nothing to do with actual occurrences of events. However, it can be used to
make predictions about future occurrences of events, or it can (but it is not necessary)
use knowledge about the frequency of occurrence of previous events to make
predictions. Having said that, it is important to indicate that the mathematics of
probability theory in both approaches is exactly the same. Bayesian researchers apply
probability theory to more cases than the frequentist researchers do.

The prediction game

The prediction game is a pedagogical tool to explain the Bayesian inferential
approach. Figure 1 illustrates and briefly explains the prediction game. In this example
there is a parameter (i.e., percentage of adults with a university degree in a country)
the exact value of which is unknown. It could be any of the following values ("Low" =
less than 33%, "Medium" = between 33% and 67%, "High" = more than 67%). A
random sample of three adults of that country will be obtained, therefore the possible
data values are 0, 1, 2 and 3 of these adults having a university degree.

Material

The materials of the game are a parameter-data grid and casino chips. In the
example in Figure 1 the grid contains 12 internal cells organized in 3 columns and 4
rows, in the first prediction game (Figures 2 to 5) the grid contains 121 internal cells
(11 columns x 11 rows ), and in the second prediction game the grid has 1,402,401
internal cells (1001 columns x 1401 rows). The columns represent values of a parameter
and the rows possible data values.
1

I will use interchangeably terms such as "degree of certainty", "degree of uncertainty", "degree of

belief", "belief", "belief on the plausibility of...", etc.
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Goal of the game
The goal of the game is to make the best prediction about unknown data . After
the participants make their predictions, data is observed, and they receive points for
how accurately they predicted the observed data. The data is some summary statistic
(e.g., a proportion, a mean, a difference between two means, a regression coefficient,
etc.) of a random sample obtained from a population. The prediction game has three
stages: declaration, prediction and clearing.

Stage 1: Declaration
Before making the actual prediction the participants have to declare how plausible
different values of a parameter are. They are given a number of casino chips (20 in the
example in Figure 1, 10,000 in the two prediction games) and they declare their degree
of plausibility of parameter values by distributing the casino chips across the columns.
The stronger they believe a parameter value is true the more casino chips they should
put in the corresponding column. In Figure 1a the competitor believed the parameter
value "Medium" was the most likely to be true in the population. He/she put in the
corresponding columns half of the available casino chips (10 out of 20). Low and High
were equally likely for him/her; thus he/she located 5 chips in each corresponding
column.

Stage 2: Prediction
Once the declaration of the location of the chips is done the prediction of possible
data values is conducted by distributing the casino chips in the corresponding rows of
each column. In this tutorial’s prediction games this distribution of casino chips is done
following a mathematical formal that is common for all the competitors. Given that the
competitors use the same formula they only differ on how they declared the casino chips
in the first stage. Once this stage is completed the casino chips of each competitor are
distributed across the internal cells of the grid. The bottom margin of the grid will
show the total number of chips in each column, and the right margin of the grid will
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show the total number of chips in each row. In Figure 1b the participant expressed
his/her prediction of data values in a sample by sliding the chips into the internal cells.
In this case the prediction was done intuitively (not using a mathematical formula), and
it reflects that if the population parameter value Low were true one should expect low
values in a random sample to be more likely, if the parameter value Medium were true,
extreme values are less likely in the sample, and if the parameter value High were true
higher values should be expected.

Stage 3: Clearing
Once the predictions are finalized the summary statistic of the random sample is
announced, and the competitors receive points according to how well they predicted the
observed data value. They receive one point for each casino chip located in the row
corresponding to the observed data value.
———————– INSERT FIGURE 1 HERE ———————–

Prediction Game 1
In the first prediction game the parameter of interest is the proportion of males in
the top 500 chess players in the International Chess Federation (FIDE). The
competitors had to consider 11 possible parameter values: for example, 0 (0 males, 500
females), 0.1 (50 males, 450 females), 0.5 (250 males and 250 females), 0.7 (350 males,
150 females), and 1 (500 males, 0 females).

2

The data they had to predict were the

number of males in a sample of 10 names of chess players randomly chosen from the
population of the top 500 chess players. The possible data values were from 0 males to
10 males, and they are represented in the right margin of the parameter-data grid in
Figures 2 to 5. (The procedure involved randomly drawing a name at a time and
returning each name before the following draw.)
2

Notice that we chose 11 discrete values of the parameter, instead of considering this parameter a

continuous variable, in order to simplify the explanation. In the second prediction game we will use a
continuous variable.
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Competitors
There were four competitors: Null, Uninformed, Small Effect and Strong Effect.
Null is absolutely certain that there are no differences in the number of males and
females in the top 500 chess players in the world ranking (i.e., the proportion is 0.5).
Uninformed does not have a clue about the proportion of males in the top 500 world
chess players. Small Effect believes there is a higher chance that the proportion of males
is higher than 0.5, but not too much higher. Finally, Strong Effect is a chess player and
she knows there many more males than females in the top 500 players, but she does not
know the exact proportion.
Prediction game 1, competition 1
Stage 1: Declaration. The bottom margin of the grids in Figure 2 show the
declaration of each competitor. Null put the 10,000 casino chips in the 0.5 column.
Having no idea on the actual parameter values Uninformed distributed her chips as
evenly as possible across the 11 parameter values. Small Effect put 6000 chips in 0.6,
indicating he believes this is the most plausible parameter value, 2900 chips in 0.7 (the
second most likely value), 900 chips into 0.8, and 100 chips into 0.5 and 0.9,
respectively. Strong Effect concentrated the majority of chips on 0.9 (6,000 chips), an
important number of chips (2,900) in 0.8, 900 in 0.7, and 100 in 0.6 and 1, respectively.
Except for Uninformed, the other competitors left some of the columns without casino
chips. This indicates they believe the corresponding parameter values are impossible.
————– PLEASE INSERT FIGURE 2 ABOUT HERE————–
Stage 2: Prediction. The second stage of the game consisted on predicting
how many of the ten names in the random sample were male. The grids in Figure 3
show the completed prediction stage for each competitor. It was pre-determined that all
the competitors would use the Binomial distribution to distribute their casino chips in
each column. I am not going to provide the exact formula of this distribution, but I will
explain the gist of it. In the extreme columns corresponding to the parameter values 0
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and 1 the Binomial distribution indicates that all the chips should be located in the
rows corresponding to the data value 0 and 10, respectively. This is because if the
proportion of males in the population is 0, then there could not be any male in the
random sample. Likewise, if the 500 top chess players were male (proportion = 1) the
random sample can only have 10 males.

——————–PLEASE INSERT FIGURE 3 ABOUT HERE ———–

For understanding the Binomial distribution in the other columns, let’s consider
the 0.5 column. If 0.5 is the real parameter in the population the most plausible
scenario is that the random sample of 10 players contains 5 males and 5 females;
however, it would not be surprising at all that in this sample there were 6 females or 4
females. Less likely would be that the sample contained 7 or 3 females and so on. So,
the chips located in the 0.5 column should be located, accordingly: the highest number
of chips in the data value 5 row, a bit less chips in the data value rows 4 and 6, somehow
less in the rows 3 and 7, and so forth. The same principle applies to the other columns:
0.1 column concentrates more chips on the data value 1 row, 0.2 on the data value row
2, 0.3 in the data value 3, and so forth. Once the prediction stage is completed the
10,000 casino chips are distributed across the grid, and the sum of chips in each column
is indicated in the bottom margin of the grid, and the sum of chips in each row is
indicated in the right margin of the grid. The right margin of the grid represents the
actual prediction of each competitor. The more chips located in each column the more
plausible each competitor believes the corresponding data value is. As shown in Figure
3 Null predicted more strongly values between 4 and 6; for Uninformed, values from 2
to 8 were equally likely. Small Effect predicted more strongly values from 6 to 9.
Finally, Strong Effect predicted more strongly the data values 8 to 10.
Stage 3: Clearing. As highlighted in Figure 4 the number of males in the
sample was 8. In order to reward the competitors we need to concentrate in the row
corresponding to the data value 8, and see how many chips each player located in this
row. Null located 439 chips, Uninformed 824 chips, Small Effect 1698 chips, and Strong
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Effect 2260 chips. Therefore, Strong Effect is pronounced the winner of this competition
with 2260 points.
—————PLEASE INSERT FIGURE 4 AROUND HERE ——–

Prediction game 1, competition 2
The competitors were invited to play another competition in this first prediction
game. Again they were given 10,000 chips, and were told that another random sample
of 10 names from the top 500 chess players would be obtained, and that their goal was
to predict the number of males in that sample. Figure 5 illustrates the three completed
stages of the second competition.
Stage 1: Declaration. Null is a stubborn competitor so he put all his casino
chips in the 0.5 column again. On the other hand, the other competitors used the
information obtained in the first competition to make their declaration. They used the
distribution of casino chips in the row corresponding to the data value 8 (see the blue
frame in each model in Figure 3) for the declaration in the second competition. Given
that there are not 10,000 casino chips in row 8 of the parameter-data grids in Figure 4,
they adjusted the number of casino chips by simply dividing all the number of casino
chips in each cell of row 8 by the total number of casino chips in that row, and then
they multiplied those values by 10,000. The new declaration for each competitor can be
seen in the bottom margin of the parameter-data grids in Figure 5. For example,
Uninformed assigned the following number of casino chips to each parameter value: 0,
0, 1, 16, 117, 485, 1334, 2576, 3332, 2138, and 0.
Effectively, Uninformed is not uninformed any more, because it used the
information of the new data to update his beliefs. And, because there was no preference
for any parameter value before observing the data, the new data is all the information
he has to update his beliefs. Thus, Null and Uninformed are two extreme competitors.
Null was stuck to his previous beliefs whereas Uninformed made full use of the new
data for updating his beliefs. Small Effect and Strong Effect are in between these two
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extremes. They will both combined their prior belief with the new data to come up
with a new belief on each parameter value.
Stage 2: Prediction. As in the first competition of this prediction game after
declaration the casino chips were distributed in the internal cells of the grid following
the Binomial distribution in each column. Moreover, the total number of chips in each
row was indicated in the right margin, which denote how plausible each participant
believes each data value is.
Stage 3: Clearing. Figure 5 shows that the data value observed in this second
competition was 9 males and 1 female. Null obtains 98 points, Small Effect 1,129 points,
Uninformed 2,093 points, and Strong Effect was again the winner with 3,147 points.
—————PLEASE INSERT FIGURE 5 AROUND HERE ——–

From chips to probabilities
From now on we will continue working with probabilities, not because using casino
chips was a bad idea, but because for more complex situations we require more
precision. However, changing from chips to probabilities does not change the gist of the
explanation of Bayesian inference. We are going to use probabilities in a very similar
way that we used chips in the first prediction game. In some cases I am going to refer to
the values in Figures 2 to 5 as if they were probabilities (i.e., I implicitly divide all the
number of chips by 10,000)3

Main concepts of the Bayesian inferential approach
In this section I will use the first prediction game to explain the following concepts
in Bayesian inference: models, prior, likelihood, joint distribution, prior and posterior
predictive distribution, marginal likelihood of the data and the posterior.
3

Again I am sacrificing precision on the sake of simplicity of explanation. Obviously, some of the cells

with 0 casino chips are transformed to 0 probabilities when their probability is very low, but not zero.
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Models
The competitors in the prediction game are analogues of models in the Bayesian
inferential approach. In this approach, a model includes both the distribution at the
prediction stage and the distribution at the declaration stage. As indicated earlier, in
our prediction games is the distribution at the declaration stage that makes models
different. Depending on the Bayesian approach used (see the section "Bayesian
inferential approaches in psychology") the researchers develop one or more models.

Prior distribution of parameter values — The Prior
The distribution of casino chips for each model at the declaration stage is an
analogue for the prior distribution of parameter values in the Bayesian inferential
approach, which is typically referred to as the prior. In the first prediction game we
used informal distributions for the priors, but in the second prediction game (see below)
we will see formal distributions (i.e., the normal and the half-normal distributions). The
choice of prior is an issue of constant debate (e.g., Berger, 2006; Goldstein, 2006) that is
beyond the scope of this tutorial; and it depends on the purposes of the research and
the approach chosen by the researcher. One choice is to use an uninformative (also
called "naive") prior analogous to the Uninformed competitor in our first prediction
game (see Parameter estimation section). Another approach consists of comparing two
models: one representing the null hypothesis of the NHST approach and the other
representing an alternative hypothesis. The null hypothesis model has a prior with only
one value having maximum probability and the other values having zero probability like
Null in our two prediction games, and the alternative hypothesis could take many
different distributions (see Hypothesis testing section).

Probability of data values given parameter values and The Likelihood
In the first prediction game eleven Binomial distributions were used to determine
the probability of observing 0 to 10 males in the sample for each parameter value (i.e.,
for each of the 11 columns). Let’s consider, as an example, the 0.5 column. The
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Binomial distribution gives us the probability of having any value from 0 to 10 males in
the random sample given there are 250 males and 250 females (i.e., a proportion of 0.5)
in the top 500 chess players ranking, as shown in Table 1.
————— INSERT TABLE 1 AROUND HERE —————————————This table shows that if the proportion of males in the population were 0.5 there
is a .2461 chance of having 5 males in our random sample, there is a .2051 chance of
having 4 males in our sample, etc. After doing this for each of the 11 parameter values
we obtain Figure 6. Notice that the numbers in Table 5 were transposed onto the 0.5
column in Figure 6. Moreover, unlike Figures 2 to 5, in which the numbers in the
internal cells sum to 10,000 in Figure 6 it is the numbers in each column that sum to 1.
——– INSERT FIGURE 6 AROUND HERE ——————————Figure 6 could be read in two ways: one column at a time or one row at a time. If
we read it column by column it indicates the probability of each possible data value
taking into account each parameter at at time. If we read it row by row it indicated the
likelihood of parameter values given each data value, or the likelihood, for short. As you
can observe on the right margin of the grid in Figure 6 the likelihood distributions (in
each row) do not add to 1, therefore they are not considered probability distributions.
The reason why they do not add to 1 is because they are a sort of by-product of our
procedure of assigning probabilities to each cell using probability distributions that add
to 1 in each column, not in each row.
In Figure 6 I highlighted the row corresponding to the data value 8 and the
column corresponding to the parameter value 0.5. The values of the column are the
probabilities of each data value given the parameter 0.5 is true. The values of the row
are the likelihood of each parameter value given the data value 8 is observed in our
sample. Consider the case of the value .0439 in the intersection. This value is both the
probability of the data value being 8 given the parameter value 0.5 is true and the
likelihood of the parameter value is 0.5 given that we observe the data value 8. And this
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is the same for all the cells. That is, they are all both a likelihood of parameter values if
we consider the row in which they are located, and a probability of observing a data
value if we consider the column in which they are located. In the next section I will
show how to transform the likelihood distributions into a probability distributions.
Moreover, notice that from now on I will use the terms likelihood and probability of the
data given parameter values as equivalent, but whenever is necessary I will make a
distinction between the two terms.
Joint distribution of parameter values and data values
The joint distribution of parameter values and data values is equivalent to the
distribution of casino chips across the internal cells of the grid. The competitors
generated that distribution by manually sliding the casino chips on the internal cells of
the grid. Here we are going to do it more formally, by combining the prior of each
model with the likelihood. That is:
joint distribution = prior × likelihood
The joint distribution indicates the probability that both a parameter value is true and
a data value occurs in the sample. In order to calculate the joint probability of each
parameter value with each possible data value we need to multiply all the values in
Figure 6 -the likelihood (which is common for all the models in the first competition)by the values of the corresponding columns in the prior distribution for each model (i.e.,
the bottom margins in Figures 2 to 4 for the first competition of the first prediction
game and the bottom margins of Figures 5 for the second competition of the first
prediction game). Here I show one example: the joint probability of the parameter value
0.7 and the data value 8 in Figure 6 is .2335. Let’s multiply this value by the prior
probability of the parameter value 0.7 for Null, Uninformed, Small Effect and Strong
Effect in Figure 5 (0, 2577, 3987, 930, respectively). This gives us approximately: 0,
602, 931, and 217, respectively. These numbers are the joint probabilities of parameter
value 0.7 and data value 8 in the respective models shown in Figure 5.
I let the reader corroborate that the product of all the internal cells in Figure 6

TUTORIAL ON BAYESIAN INFERENCE

16

(the likelihood with the corresponding prior of each parameter value shown in the
bottom margins in Figure 4 obtains, approximately, the values of the internal cells (the
joint distribution in the grids of Figure 4 (game 1, competition 1); likewise, the product
of the internal cells in Figure 6 with the bottom margin of the grids in Figure 5 (game
1, competition 2) approximately obtains the values of the internal cells in Figure 5.

The prior predictive distribution

As a corollary of sliding the casino chips into the internal cells of the grids the
competitors made predictions on data values. This happened by adding the total
number of chips in each row, which is an analogue of obtaining the probability of
observing each data value. All the values on the right margin of the grids constitute the
prior predictive distribution. This distribution has been referred to as predictive density
function (Dawid and Musio, 2015) or predictive distribution (Morey et al., in press, Lee,
2012), emphasizing that this probability distribution reflects the degree of belief on the
possible data values before observing the actual data values.

Marginal likelihood of the data

The clearing stage of the prediction game occurs after the data is observed, and it
involves identifying how well each model predicted the observed data. That is, finding
the value in the prior predictive distribution that corresponds to the observed data. In
Bayesian inference this value is typically referred to as the marginal likelihood of the
data. In Figure 4 and 5 (in casino chip values) the marginal likelihood of the data is the
value of the right margin within the blue frame. Notice that this name is somehow
misleading because it is a value that corresponds to the margin of the joint distribution
(Figures 3 to 5) which combines the prior and the likelihood, not of the likelihood
(Figure 6) which does not take into account the prior. Some authors refer to this value
as the integrated likelihood (xxxxxxx) or the evidence (Kruschke, 2010). However,
given that marginal likelihood is the most popular name I will stick to it.
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The posterior distribution of parameter values—The posterior

Allegedly, the most important element of the Bayesian inferential approach is the
posterior distribution of parameter values, or the posterior. In the prediction game the
posterior of the game 1, competition 1 is exactly the same as the prior distribution used
at the declaration stage of the game 1, competition 2 (i.e., the bottom margin of the
grids in Figure 5). This shows an essential aspect of Bayesian inference, the posterior
becomes the new prior for a new analysis of new data. Let’s make this more official:

new prior = old posterior

That is, if we decide to keep using a specific model in future research with data with the
same characteristics we should not use the old prior, rather we should use the posterior
of the previous analysis. Importantly, this aspect of Bayesian inferential approach grasps
the goal of a recent approach that has been embraced by the journal Psychological
Science (Eich, 2014) and encouraged by the American Psychological Association (2009).
This approach is called the New Statistics (see Cumming 2012; see also Kruschke, 2016
for the proposal "Bayesian New Statistics") which advocates for a science that
accumulates knowledge. In the case of the Bayesian approach, the knowledge acquired
in previous experiments is captured by using posteriors as new priors.
As explained earlier Figure 4 and Figure 5 show joint distributions with the row
corresponding to the observed data value highlighted. The posterior is obtained by
taking into account the row corresponding to the observed data value. But those values
do not add to 10,000 (or 1 when using probabilities), thus we need another step. We
only need to divide the value of the joint distribution corresponding to the observed data
by the marginal likelihood of the observed data. And, given that the joint distribution
was obtained by prior × likelihood we denote the posterior with this expression:

posterior =

prior × likelihood
marginal likelihood
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Posterior predictive distribution
The posterior predictive distribution is conceptually equivalent to the prior
predictive distribution. The only difference is that the posterior predictive distribution
takes into account the observed data. It represents the prediction of the possible data
values for the updated model. The right margin of the parameter-data grids in Figures
3 and 4 denote the prior predictive distribution because they are stated before observing
data. The right margin of the parameter-data grids of Figures 5 denote the posterior
predictive distribution because they are proposed after observing the data. The
posterior predictive distribution could be used as a new prior predictive distribution (as
we did in the second competition of prediction game 1), but it is also used to check
whether the model with the new prior would have been good at predicting the observed
data. This procedure is called model checking (Gelman,Carlin, Stern, & Rubin, 2014).
Procedures for Bayesian inference
The Bayesian inferential approaches used in psychology (see the section Bayesian
approaches in psychology) are based on two Bayesian procedures:
1. Parameter estimation
2. Model comparison
In this section I will introduce these procedures, and we will revisit them later.
Parameter estimation
Parameter estimation consists of estimating the values of a parameter. It involves
using some sort of procedure that starts with a prior distribution of parameter values
and, after observing the data, obtaining a posterior distribution of parameter values
From prior to posterior. Table 2 shows the priors and posteriors before and
after the two competitions in the first prediction game, after converting the number of
chips into probabilities. As shown before, the new posterior of Null is again certainty on
0.5 and 0 plausibility for other parameter values. If we concentrate on parameter values
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0.8 and 0.9 we can notice how the three other models increase their degree of certainty
on their truth. Uninformed started with a degree of plausibility of .182 for the
parameter value to be either 0.8 or 0.9; after the first competition it increased to .547,
and after the second competition increased again to .823. Small Effect, as indicated
earlier, shows a slower convergence towards those parameter values: .100 before the first
competition, .171 before the second competition, and .420 after the second competition.
Strong Effect started with a strong degree of certainty on those values and increased
after the two competitions: .890, .901 and .964.

——————- INSERT TABLE 2 AROUND HERE ————————————-

A very important feature of Bayesian inference is that it does not matter the
order of the data obtained. If in the first competition the observed data were 9 males,
and in the second competition were 8 males the second posterior would have been
exactly the same. Moreover, if instead of obtaining two samples of 10 randomly chosen
names each we had obtained a sample of 20 randomly chosen names, and the data
observed would have been 17, the posterior would also coincide with the second
posterior of all the models. This feature is very important: it tells us that in Bayesian
inference we are allowed to analyze the data before finishing the data collection, because
if we continue collecting data our inference would be the same. This is not the case in
NHST (for a more detailed discussion of this topic see Wagenmakers, 2007).
From prior predictive to posterior predictive distribution. Table 3 shows
the predictive probability distributions of the data for each model. Consistent with the
distribution of the parameter values the Null model does not change its probability
distribution. This is because the prior of the parameter values is always the same and
the probability of the data given the parameter values is also always the same (and the
same for all the models). The difference between Table 2 and Table 3 is that the
distributions in the latter are over possible data values instead of parameter values.
One apparent difference between the tables is that the distributions in Table 3 are more
widespread. Notably, in Null the probability over parameter values is totally
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concentrated on one value (0.5) whereas that of the possible data values is distributed
across the 11 possible values.
——————- INSERT TABLE 3 AROUND HERE ————————————

Model comparison
The second group of approaches involves comparing models in terms of how well
they fit the data. There are many approaches for model comparison, but in this tutorial
we will focus on one of them: Bayes factor.
Bayes factor. The Bayes factor (Jeffreys, 1939; Kass & Rafferty, 1995; Morey &
Rouder, 2011 ) is simply the ratio between the marginal likelihoods of two models. The
Bayes factor has a very straightforward interpretation. It indicates how much more
plausible one model is over the other given the observed data. Alternatively, it indicates
how much better one model is than another at predicting the data. When comparing,
say, model 1 and model 2, a Bayes factor of 1 means that both models are equally
plausible. A Bayes factor of 2 indicates than model 1 is 2 times more plausible than
model 2, and a Bayes Factor of 4 indicates that model 1 is 4 times better at predicting
the data, and so forth. If the Bayes factor is less than 1 it means model 1 is less
plausible than model 2. A Bayes factor of 0.5 indicates that model 1 is half as plausible
as model 2, a Bayes factor of 0.25 indicates that model 1 is one fourth as plausible as
model 2. Bayes factors of less than one are a bit more of a mouthful to describe, thus
they can conveniently be converted to numbers higher than one very easily. If the Bayes
factor of model 1 against model 2 is 0.25, this is equivalent to a Bayes factor of

1
0.25

=4

for model 2 against model 1.
Some Bayesian researchers prefer to add labels to Bayes factor values: Bayes
factors between 1 and 3 indicate anecdotal evidence in favor of the model with higher
marginal likelihood, between 3 and 10 is positive evidence, and more than 10 is very
strong evidence. But, this is not necessary because the Bayes factor already provides a
measure of the strength of the evidence. We can calculate the Bayes factors to compare
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the models in the two competitions of the prediction game 1. Note that we do not even
need to convert number of chips to probabilities (e.g., 9000/4500=2 is equivalent to
0.9/0.45=2). Tables 4 and 5 show the marginal likelihoods and the Bayes Factors for
the two competitions in prediction game 1.

—————— INSERT TABLE 4 AROUND HERE ——————————–

Table 4 shows that, before the first competition, Strong Effect predicted the
eventually observed data 5 times better than Null, 2.7 times better than Uninformed
and only slightly better than Small Effect. Small Effect predicted the data 3.9 times
better than Null and 2 times better than Uninformed. Finally, Uninformed predicted
1.9 times better than Null. Table 5 shows the marginal likelihoods and Bayes factors
after competition 2. Strong Effect is now predicting the data 32 times better than Null,
almost 3 times better than Small Effect and only 1.5 times better than Uninformed.
Notice that the difference between Strong Effect and both Null and Small Effect
increased with respect to that after competition 1. On the other hand, the difference
between Strong Effect and Uninformed has reduced. This is because the predictions of
Strong Effect were stronger for the data values that were actually observed, whereas
Null and Small Effect’s predictions were far from the actual data. On the other hand,
Uninformed started with a widespread distribution without no strong preference for
parameter values far from the ones consistent with the observed data. This allowed
Uninformed to converge quickly to produce degrees of certainty on parameter values
consistent with the data. Contrarily, Null is stuck to a value far a way from the data
(i.e., 0.5) and because Small Effect started with high plausibility values for the
parameter value 0.6 is converging rather slowly towards giving higher plausibility to
parameter values 0.8 and 0.9.

——————— INSERT TABLE 5 AROUND HERE ————————–

TUTORIAL ON BAYESIAN INFERENCE

22

Prediction game 2
Like in the previous one, in this prediction game the players are requested to
determine their prior beliefs on the plausibility of parameter values. In this case the
parameter values represent the difference between the mean chess rating of the top 500
male chess players and the mean chess rating of the top 500 female chess players in the
International Chess Federation (FIDE). FIDE rates chess players according to their
results in official tournaments. Currently, the top player has about 2850 points and the
worst rated player possesses about 1000 points. After the declaration of priors a
random sample of 30 names of male chess players and another one of 30 names of
female chess players was obtained, and the difference between the means of those
samples was calculated (positive values indicate higher average rating for males and
negative values indicate higher average rating for females). This is the data value that
the competitors had to predict.
As in the first prediction game, after indicating their prior beliefs on parameter
values, the competitors had make their prediction on the chess rating mean difference
between genders. In the first prediction game there were 11 possible parameter values
and 11 possible data values whereas in the present prediction game the mean difference
in the population and in the sample could take lots more values (e.g.,
125.55,-329.75,27.45, etc.). Thus, instead of assigning probabilities to specific values the
competitors had to assign probabilities to intervals of values. The number of intervals
depends on the precision it was expected. In this case a precision of 1 unit was
considered appropriate, thus 1001 intervals of 1-unit length were created. The intervals
were created around all the integers between -500 (which represents a mean difference of
500 points in favor of females) to 500 (500 points in favor of males), with a width of 1
unit. Therefore the leftmost interval was between -500.5 and -499.5, the rightmost
interval is between 499.5 and 500.5, and the interval around 0 had boundaries -0.5 and
0.54 . Moreover, it was decided to use 1401 intervals for possible data values around all
4

We could have used infinitesimally small intervals and use probability densities instead of probability

masses, but this would have added unnecessary complexity to the tutorial. Given that a difference of 0.5
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the integers between -700 and 700. Therefore, the grid of this prediction game
contained 1401 rows representing data value intervals × 1001 columns, representing
parameter value intervals. The goal of the prediction game was to obtain the highest
marginal likelihood of the data.

Competitors
In this prediction game the competitors were Null, Central, Left and Right. Null
was completely certain that difference between means was zero. Central did not know
whether males or females have higher ranking, but she thought that differences (either
in favor of males or in favor of females) were small. Left believed that females are better
than males at chess, but he thinks the differences are more likely to be small.
Contrarily, Right believed males are better than females at chess, and she also thought
the differences are small.

Stage 1: Declaration
Distributing casino chips across 1001 intervals would have been rather
cumbersome. Therefore, the competitors resorted to probability distributions in order
to declare their priors. Figure 7 shows the distributions chosen by each competitor all
together. Null concentrated "all his probability" (i.e., 1) in only one of the 1,001
intervals- the zero interval. Consequently, the probability for all the other intervals was
0. Central used a normal distribution centered around zero, with a standard deviation
of 100 to declare her prior. Left and Right used a half-normal distribution, with a
dispersion parameter equivalent to a 100 standard deviation in a normal distribution.
For Left the values above zero had 0 probability and for Right it was the values below
zero that had 0 probability.
———- INSERT FIGURE 7 AROUND HERE ——————points is equivalent to zero for practical purposes we do not lose in precision by adopting this strategy
(see Kruschke, 2010 for a similar strategy to design regions of practical equivalence (ROPEs)).
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Stage 2: Prediction
The competitors used a normal distribution to determine the probability of each
data value (from -700 to 700) given each of the 1001 parameter values (from -500 to
500). Thus, effectively, 1001 normal distributions were used, and probabilities to 1401
data value intervals were assigned in each of the 1001 distributions. The mean on each
of these distributions was each parameter value, and the standard deviation was always
35. Figure 8 shows a 1001 × 1401 grid representing the probability of each data value
interval from -700 to 700 given each parameter value from -500 to 500. Given the large
number of rows and columns it is impossible to emulate the figures in the first
prediction game which displayed all the probability values, thus color was used to
represent probability values.
The rationale of this procedure was the following. For each parameter value (let’s
take as examples a mean difference of -240) the mean difference of the obtained random
sample is expected to be that value (-240 in this case), but it would be highly likely
that the observed mean difference were different than -240. Moreover, it is reasonable to
expect that values close to -240 are more likely to occur than values further away from
-240. Thus, it is reasonable to use a normal distribution with mean = -240 to express
our belief about the plausibility of the values we expect in a random sample. The
standard deviation of 35 on that normal distribution comes from a reasonable
assumption that both the standard deviation of the ratings of the top 500 male chess
players and that of female chess players is around 135. Based on that, the standard
deviation of the sampling distribution of mean differences was calculated as follows:
q

1352
30

+

1352
30

≈ 35, where 30 is the number of names obtained in each sample of players’

names. (Note that this calculation is also used in the traditional NHST approach.)
——— INSERT FIGURE 8 HERE ————————
Figure 8 is equivalent to Figure 5, with the difference that Figure 5 displays 11
Binomial distributions (1 per column) and Figure 8 represents 1001 Normal
distributions (also 1 per column), and that for practical reasons Figure 8 does not
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present the margins. As in Figure 5 the values in the Figure 8 grid add to 1 in each
column, but not in each row. Likewise the grid in Figure 8 could be read in two ways.
Reading it column by column provides the probability of data values given a parameter
value at a time, and reading it row by row provides the likelihood of the parameter
values given a data value at a time.

In order to make their predictions the participants had to combine the prior
probability distribution of parameter values (Figure 7 and bottom margin of Figure 9)
with the likelihood (Figure 8). That is, they had to compute the joint distribution of
parameter values and data values (i.e., joint distribution = prior × likelihood). These
values correspond to the joint distribution of parameter values and data values
presented on top left of each of the models in Figure 9. The right margin of each model
in the top right part of each model in Figure 9 shows the prior predictive distribution of
the data, that is the prior belief of each participant on the plausibility of each possible
data value. The way this was calculated was by adding all the probabilities in each row.

—— INSERT FIGURE 9 AROUND HERE ——————

It is worth noting that, as shown in the right margins of Figure 9, if the observed
mean difference is close to zero Null would have the highest marginal likelihood. If the
mean difference is a positive number away from zero Right would have the highest
marginal likelihood. Contrarily, if the mean difference is a negative number away from
zero Left would have the highest marginal likelihood. Interestingly, Central has a lot of
coverage; therefore, it will never lose by far, but it can never be the winner. If the
difference of means is close to zero he would lose to Null, if the differences were positive
and far away from zero he will lose to Right, but he would be much better than Null
and Left. Conversely, if the difference between means were negative and far away from
zero Central would lose to Left, but he would bit Null and Right.
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Stage 3: Clearing
The players were informed on the outcome: the mean difference in the sample was
210.2 (shown as a green horizontal line in each model in Figure 9). Since we were happy
with a precision of one unit, this corresponds to the interval of values around 210. Note
that in the right margin the probabilities for Null and Left are very low, the probability
for Central is higher, and that for Right is even higher. As indicated earlier, the
probabilities at the right margin were summed over all the parameter values, so the
probability at the right margin corresponding to the row indicated with the green
horizontal line is the marginal likelihood of the data or the probability of the data for
each model. Table 6 shows the marginal likelihood of the data for each model, together
with Bayes factors.
—————- INSERT TABLE 6 AROUND HERE —————
The first intriguing feature of Table 6 is that the marginal likelihoods of the
observed data value are much lower than those in the first prediction game (see Tables 4
and 5). There are two reasons for this. The most important is that in the first
prediction game there were 11 possible data values whereas in the current game there
are 1401 possible data value intervals, but in both games the sum of the probabilities of
the predictive probability distribution of the data (i.e., the marginal likelihoods on the
right margin of the grids) is 1. Therefore, the same "amount" of probability has to be
shared by many more values in the current game than in the first game, thus reducing
the "amount" of probability for each value interval. The bottom line is that the larger
the number of possible data values the smaller the marginal likelihood of the data.
That is why the absolute value of the marginal likelihoods does not provide good
information on how good a model is, and it only makes sense when comparing the
marginal likelihoods of two models. The second reason is that in the first game there
was one competitor -Strong Effect- who concentrated her chips on the parameter values
with higher likelihood given the observed data. On the other hand, the best competitor
in the current prediction game -Right- predicted more strongly values between 0 and
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100, when the observed data value was 210.
The Bayes factors in Table 6 corroborate that Right was the best model at
predicting the data: 6 million times better than Null, 2 times better than Central, and
134 million times better than Left. Central was the second best model, predicting the
data 3 million times better than Null, half as well as Right, and 67 millions better than
Left. Finally, Null predicted the data 22 times better than Left. We are going to come
bak to prediction game 2 later. But, now it is time to formally introduce the Bayes
theorem.
Bayes theorem
Hopefully, by now, all the important concepts in Bayesian inference are
understood. So, it it now time to put everything together. The Bayes theorem contains
four elements: the posterior, the prior, the likelihood and the marginal likelihood. They
all represent some type of probability. Below I show this with mathematical notation:
1. likelihood = p (observed data | parameter values, model)
2. prior = p (parameter values | model)
3. marginal likelihood = p (observed data | model)
4. posterior = p (parameter values | observed data, model)
When we use the letter p followed by () we are referring to the probability of
whatever is inside the parenthesis. The sign | should be read as "given that" or
"conditional on". Notice that the four elements are conditional on the model. That is
the probabilities considered in each element vary from model to model. (In our examples
the likelihood does not vary among models, but it could potentially be different; thus,
we still indicate that the likelihood depends on the model under consideration.)
The likelihood denotes how probable the observed data is if each parameter value
is true within the model under consideration. This means that in the likelihood there is
one probability value for each parameter value. The prior indicates how probable each
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parameter value is in the model under consideration (and, again, there is one
probability value for each parameter value); the marginal likelihood reflects how
probable the observed data is for the model under consideration (this in only one value);
the posterior denotes how probable each parameter value is once we observed the data
in the model under consideration (also, one probability value for each parameter value).
The notation used in this tutorial always contains the | sign, which means that all
probabilities are considered conditional probabilities. This is line with the Bayesian
conception of probability that all probabilities are conditional. For more details on this
conception of probability see (Jaynes, 1996) suffice it to say that this conception is in
line with the idea that probabilities do not reflect something that occurs in the world,
they are representations of degrees of belief of a researcher, a theoretician, or a model.
The Bayes theorem organizes these elements in the following way:

posterior =

likelihood × prior
marginal likelihood

The notation presented above is quite wordy, so it is better to use some symbols
to shorten the formulas. Parameter values are denoted by θ, and the observed data
value by d and we are going to identify models by a number; for example, model 1 will
be denoted by M1.

1. likelihood = p(d|θ, M 1)
2. prior = p(θ|M 1)
3. marginal likelihood = p(d|M 1)
4. posterior = p(θ|d, M 1)

So the Bayes Theorem becomes:

p(θ|d, M 1) =

p(θ|M 1) × p(d|θ, M 1)
p(d|M 1)
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Notice, though, that Bayesian researchers become floppy and they drop the model
in order to shorten the formulas. Thus, the Bayes Theorem is typically expressed with
the following formula:

p(θ|d) =

p(θ) × p(d|θ)
p(d)

As we have seen above the marginal likelihood of the data, or the probability of
the data is obtained by adding all the cells of the row corresponding to the observed
data value. So, one of the most intimidating versions of the Bayes theorem makes this
explicit, replacing p(d) by the sum explained above:

p(θ|M 1) × p(d|θ, M 1)
p(θ|d, M 1) = P
θ p(θ|M 1) × p(d|θ, M 1)
However, notice that for simplifying the explanation I used 1-unit intervals in the
second prediction game. More accurate would have been to use infinitesimally small
intervals. In that case we should use here an integral instead of a sum, because
probability densities integrate to 1 (i.e., they do not add to 1 like probability masses).
The probability density version of the Bayes theorem then is:

p(θ|d, M 1) = R

p(θ|M 1) × p(d|θ, M 1)
θ p(θ|M 1) × p(d|θ, M 1)dθ

Here I illustrate the posterior probability of the parameter values 0.7, 0.8 and 0.9 for
the Strong Effect model given the observed data value 9 in the prediction game 1,
competition 2. I will use the Greek letter θ to refer to the parameter, small d to refer to
the data and SE to refer to the Strong Effect model.
p(θ = 0.7|d = 8, SE) =

p(d = 8|θ = 0.7, SE) × p(θ = 0.7|SE)
p(d = 8|SE)

.0357 =
p(θ = 0.8|d = 8, SE) =

.1211 × .0929
.3147

p(d = 8|θ = 0.8, SE) × p(θ = 0.8|SE)
p(d = 8|SE)

.3304 =

.2684 × .3878
.3147
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p(d = 8|θ = 0.9, SE) × p(θ = 0.9|SE)
p(d = 8|SE)

.6329 =

.3875 × .5142
.3147

The value .0929 is the posterior for parameter value 0.7 after the first competition,
and, consequently, the prior for the second competition (see bottom margin in Figure
4). The value .1211 is the value of the intersection of parameter value 0.7 and data
value 8 in Figure 5 (i.e., the likelihood of parameter value 0.7 given data value 8), and
.3147 is the marginal likelihood for data value 8 shown in Figure 4.
Bayesian inferential approaches in psychology
Bayesian inferential approaches typically used in psychology are also based on the
two main Bayesian procedures:
1. Parameter estimation
2. Model comparison
Parameter estimation
Parameter estimation has been promoted in psychology by Kruschke (2010) and
in social sciences, more generally, by Gelman et al. (2014). This approach consists of
developing only one model with a prior that uses the current knowledge on the
parameter values. Then it proceeds to generate a posterior distribution of parameter
values. Moreover, Kruschke proposes to summarize the posterior distribution of each
estimated parameter with a credibility interval (see next section). It is important to
note that the model typically used in this approach is similar to Uninformed in
prediction game 1 (i.e., a model that denotes no preference for any of all the possible
parameter values), or Central in the prediction game 2 (i.e., a model that indicates
preference for values close to zero, but no preferences on whether values are positive or
negative). However, the choice of the prior in this approach may change according to
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context. Discussing the type of priors that could be chosen is beyond the scope of this
tutorial.
Although in the parameter estimation approach only one model is used, I will still
use the four models in prediction game 2 in order to show why it does not make sense
to use more models. For calculating the posterior in prediction game 1 we used the
parameter-data grid. We concentrated on the row corresponding to the observed data
and then divided the probability values on that row by the marginal likelihood of the
data. We now learned how to do that more formally with the Bayes theorem, so we are
going to use it for calculating the posterior in prediction game 2. Nonetheless, it is
essentially the same procedure: the posterior distribution of each model (Figure 10) is
obtained by the product of the likelihood (Figure 8) and each prior (Figure 7), divided
by the marginal likelihood of each model (Table 6).
Figure 10 shows the posterior of the four models together with the prior (which
are also shown together in Figure 7) and the likelihood corresponding to the observed
data value (i e., 210). As indicated earlier, the likelihood is independent of the priors,
thus it is the same for all the models (see grey curve in the four panels of Figure 10). As
in the first prediction game the posterior in Null is the same as the prior (i.e.,
probability of 1 in the interval around 0). This clearly shows why models like Null are
not appropriate for parameter estimation.

————— INSERT FIGURE 10 AROUND HERE ——————————-

An interesting feature of Figure 10 is that Central (top right) and Right (bottom
left) started with different prior probabilities, but the posterior is almost the same. In
both cases the posterior distribution is much closer to the likelihood than to their
respective prior distributions. This illustrates that sometimes the choice of prior does
not have much influence on the posterior. The case of Left is also interesting. Given its
catastrophic fail at predicting the data the posterior is somewhat closer to the
likelihood. However, because the probabilities in the prior for positive integers was 0,
whatever value of the likelihood for those parameter values would lead to a zero
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posterior probability. Its posterior is concentrated on values close to zero (is very
similar to Null); it is like the distribution "tried" to get closer to the likelihood but
found a barrier at the 0 interval. This indicates that models that assign probabilities of
0 to parameter values are not useful for parameter estimation, unless those values are
indeed impossible. For example, if the parameter values could only be in the range of 0
to 100, it is OK to use a probability distribution that assigns probabilities of 0 to values
lower than 0 and higher than 100.

Credibility Intervals. Figure 10 also shows the 95% credibility interval for the
prior (black horizontal line) and the posterior distributions (brown horizontal line).
This resembles the 95% confidence interval in the frequentist approach to inference.
However, unlike the confidence interval, the credibility interval indicates what the
researcher typically wants to know: the probability that the parameter value is within
the lower and the upper values of the interval is 95% (see Hoekstra, Morey & Rouder,
2014 for what the confidence interval means in the frequentist approach). Some
psychological researchers (e.g., Kruschke, 2010) use the credibility interval, as opposed
to the Bayes factor, to provide evidence on whether a psychological effect exists or not.
In order to do that, they first determine an interval that is considered equivalent to null
(i.e., zero in this example and in most psychological research) for practical reasons (i.e.,
the region of practical equivalence (ROPE), Kruschke, 2010), which in our case could be
from -1 to 1 because a mean difference of those magnitudes are considered equivalent to
zero. For example a difference between the chess rating of males and that of females of
-1 in the present rating list may change to +1 in the following list without that
indicating a real change in average chess ability. Once the ROPE is determined, if the
credibility interval is completely outside of the ROPE this is strong evidence that the
effect exists. On the other hand, if the credibility interval is completely inside the
ROPE it is considered strong evidence that the effect does not exist, and if the
credibility interval is partly inside and partly outside the ROPE judgment about the
existence of the effect is suspended.
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Posterior Predictive. Figure 11 shows the prior predictive distribution of the
data and the posterior predictive distribution the data for each model together with the
data value observed (represented by the vertical black line) and the credibility interval
of the distributions. Notice that the prior predictive distribution has already been
presented as the right margin of each parameter-data grid in Figure 9. Unlike all the
other figures, Figure 11 shows data values (not parameter values) in the x axis.
—— INSERT FIGURE 11 AROUND HERE —————The use of this type of distribution is promoted by Gelman and Kruschke, for a
procedure called "model checking". The figure shows that the predictions of all the
models were very far from the actual data, and that the posterior predictive
distributions of Right and Central predict the data very well. That is, if a second
competition takes place and the same data value were observed these models would
predict that data well. On the other hand Null and Left’s posterior predictive
distribution would still predict the observed data very badly. The purpose of model
checking is to determine whether the model could be maintained or whether it should
be changed.

Model comparison
In model comparison two or more models are developed and some procedure is
used to compare them. Many different types of model comparison approaches are used
in psychology. One approach involves developing models based on cognitive theories (see
Lee 2008) and determine which model best predicts the data in order to provide relative
evidence in favor or against the cognitive theories. Typically, but not necessarily, it
involves using Bayesian Hierarchical models (e.g., Navarro, vanRavenzwaig, etc). For
introductions for this approach see Lee and Wagenmakers (2014) excelent book (see also
a brief historical introduction in Campitelli & Macbeth, 2014).
Building upon Gallistel’s (2009) argument that there is a need for providing
evidence for the null hypothesis a group of psychologists (Wagenmakers, 2010; Dienes,
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2011; Morey & Rouder, 2011) have popularized (and in some cases actually developed)
Bayes factor approaches for null hypothesis testing. This approach involves developing a
model for the null hypothesis and another for the alternative hypothesis and compare
them with Bayes factor. Before explaining this approach (see section Hypothesis
testing) I will formalize the Bayes factor a bit more,in the context of the Bayes theorem.
Bayes Factor in Bayes theorem. We presented the Bayes theorem for the
calculation of the posterior distribution of parameter values. We now need to provide a
version of the Bayes theorem that is appropriate for the understanding of the Bayes
factor. I use as example the Bayes Factor between Right and Central in prediction
game 2. First I present the Bayes theorem for Right:

p(θ|d, Right) =

p(d|θ, Right) × p(θ|Right)
p(d|Right)

5

And then the Bayes theorem for Central:

p(θ|d, Central) =

p(d|θ, Central) × p(θ|Central)
p(d|Central)

The next step is to combine these two formulas to calculate the ratio between
models. But we do not need to use the whole formulas because we are interested in
comparing how well each model predicts the observed data. And that is given by the
denominator of each formula; that is by the marginal likelihood of the data in each
model. So the Bayes factor for Right over Central is:

BRight−Central =
5

p(d|Right)
p(d|Central)

This formula assumes that Right and Central are considered equally plausible before collecting data.

However, Bayesian inference allows researchers to assign probabilities to almost anything, including
models. Although it is not common in psychology in same cases (e.g., Wagenmakers, xxxx) probabilities are assigned to models. In this case this formula should include the prior probabilities of the
models:p(θ|d, Right) =

p(d|θ,Right)×p(θ|Right)×p(Right)
.
p(d|Right)

Ignoring this additional complexity does not affect

the purposes of this tutorial; thus, for simplicity of exposition I will consider that all models are equally
plausible before collecting data.
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Which could be referred as:

BRight−Central =

marginal likelihood of Right
marginal likelihood of Central

,
which for prediction game 2 is:

BRight−Central =

.00106
=2
.00053

,
which is the same value already presented in the first row of Table 6.

Bayesian hypothesis testing with Bayes factors. In fact this section does
not add anything new in terms of Bayesian procedures. This is because we already
explained the use of Bayes factors, and that is what is used in the Bayesian approach in
psychology. In the prediction games, unsurprisingly, Null was introduced to be an
analogue for a model of the null hypothesis, and Uninformed, Small Effect and Strong
Effect (in prediction game 1), and Central, Right and Left (in prediction game 2) were
implementations of models of different types of alternative hypotheses. The Bayesian
hypothesis testing approach only requires obtaining the Bayes factor between the null
and the model that was chosen as model of the alternative hypothesis. The choice of
the model of the alternative hypothesis is not straightforward and it depends on the
type of research design. Fortunately, "reference" priors for the model of the alternative
hypothesis have been developed for comparisons between means (Rouder et al., 2009),
correlations (Wetzels & Wagenmakers, 2012), regression (Rouder & Morey, 2012),
ANOVA (Rouder et al., 2012). Importantly, there is freely available and extremely easy
to use software to conduct Bayesian hypothesis testing. The software come on two
versions: online calculators (Rouder’s website:
http://pcl.missouri.edu/bayesfactor, which runs Morey’s package BayesFactor )
and (Dienes’ website:http://www.lifesci.sussex.ac.uk/home/Zoltan_Dienes/
inference/Bayes.htm ) and a software developed with the aim to be easier to use than
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SPSS, free, with Bayesian analysis capability and able to produce APA formatted
tables. This software is called JASP (xxxx https://jasp-stats.org). Note that
JASP could be used to do simple (but not complex versions of) parameter estimation
with calculation of credibility intervals.

Discussion
The two competition games we presented are rather simple, and they do not
resemble the more complex situations that psychologist usually encounter in their
research. In this section I briefly explain how the understanding we achieved using the
parameter-data grid could be extended to more complex data analyses.
One way of adding complexity is adding more parameters. So far we considered
only one parameter (a proportion in the first prediction game and a difference between
means in the second prediction game), but we could have added a parameter in the
second game. We assumed that both the standard deviation of the distribution of
ratings of male chess players and that of female players was 135, and therefore the
standard deviation of the sampling distribution of the mean differences was 35. This
assumption can easily be relaxed by either assigning a prior distribution to possible
values of the standard deviation of the sampling distribution of the mean or by
assigning a prior distribution to possible values of the standard deviation of the
population of males and another one to those of females. If we were to use the
prediction game and the parameter-data grid, the data would still be represented on the
right margin, but the prior distribution of the parameters would now be a joint
distribution of the two or three parameters under consideration. Conceptually nothing
changes, we can still theoretically put chips (or assign probabilities) to all the
combinations of parameter values and then make predictions on expected data based on
those parameter values. It would just be impractical.
The explanation expounded in this tutorial does not change for more complex
models such as multiple regression and factorial ANOVAs. The procedure is slightly
more complicated and it requires a number of steps. For example, for a multiple
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regression, first, creating a linear model that predicts the mean of the dependent
variable. For example:

µ = β0 + β1 × x̄1 + β2 × x̄2
,
where µ is the predicted population mean of the dependent variable, β0 is the
intercept of the regression, β1 and β2 the regression coefficients for the independent
variables x1 and x2, respectively, and x̄1, and x̄2 are the means of those variables. Then
prior probability distributions are assigned to the parameter β0, to the parameter
β1 × x̄1, and to the parameter β2 × x̄2. After that a prior probability distribution is
assigned to µ, which is a joint distribution of those three parameters. After doing this
we should follow the same procedure as in the second prediction game. That is, the
probability of all possible data values (i.e., possible means of the dependent variable y
(ȳ)) is estimated with normal distributions for each possible value of µ. Each value of µ
is the mean of each of those distributions, and the standard deviation of those
distributions is the standard deviation of the sampling distribution of the mean (√σn ),
where σ is the standard deviation of the population of values of the dependent variable
and n is the sample size. As mentioned above the value of this standard deviation could
be assumed as in the second prediction game or a prior probability distribution could be
assigned to its possible values.
This procedure assumes the researcher already knows the the mean of the
independent variables, which is the case at the stage of analyzing the already collected
data. If the researcher would like to predict possible values of ȳ before knowing the
values x̄1 and x̄2 he/she could simply assign a prior probability distribution to x̄1 and
to x̄2. And this prior probability distribution will influence the prior probability
distribution of µ. After following this procedure theoretically (but not practically!) a
parameter-data grid could be produced with the prior probability distribution for µ on
the bottom margin, the joint distribution of µ and ȳ in the internal cells of the grid, and
the prior predictive distribution of possible values of ȳ on the right margin. Once ȳ is
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observed, the marginal likelihood of the data, the Bayes factors, the posterior
distribution of the parameters and the posterior predictive distribution of the data
could be obtained following the procedure of the second prediction game.
Conclusion
This tutorial presented two pedagogical tools (prediction game and
parameter-data grid) to introduce the main concepts and procedures of the Bayesian
inferential approach. There are, at least two advantages in using those tools. First, a lot
of the understanding of complex Bayesian concepts and procedures could be achieved
without mathematical formulas. This would be attractive to many psychological
researchers who mainly focus on conceptual, not methodological, aspects of
psychological science. The second advantage is that these tools allowed me to show
some aspects of Bayesian inference that are somewhat hidden in the mathematical
formulation of the Bayes theorem. For example, the marginal likelihood, or the
probability of the data, in the Bayes theorem typically refer to the observed data, not
to all the possible data values, like I show in the parameter-data grid. This issue is
important because it shows that in the Bayesian inferential approach there is a
prediction of the data that would be observed (see Morey Wagenmakers for the
importance of prediction in the Bayesian approach). It is to be hoped that this tutorial
would attract researchers to the Bayesian approach, and that researchers that already
embrace the Bayesian approach use the pedagogical incorporate the prediction game
and/or the parameter-data grid to their teaching toolbox to engage undergraduate or
postgraduate students of Bayesin inference courses.
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Tables
Table 1. Probability of observing each data value (0 to 10) if the proportion of
males in the population is 0.5.
0

1

2

3

4

.0010

.0098

.0439

.1172

.2051

5

6

.2461 .2051

7

8

9

10

.1172

.0439

.0098

.0010
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Table 2. Successive priors and posterior distributions of the parameter values in
the four models.
Model

Time

Parameter Values
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Prior 1

0

0

0

0

0

1

0

0

0

0

0

Post. 1

0

0

0

0

0

1

0

0

0

0

0

Post. 2

0

0

0

0

0

1

0

0

0

0

0

Prior 1

.091

.091

.091

.091

.091

.091

.091

.091

.091

.091

.091

Post. 1

0

*

*

.002

.012

.049

.133

.258

.333

.214

0

Post. 2

0

*

*

*

*

.002

.026 .149

.427

.396

0

Prior 1

0

0

0

0

0

.010

.600

.290

.090

.010

0

Post. 1

0

0

0

0

0

.003

.427 .399

.160

.011

0

Post. 2

0

0

0

0

0

*

.153

.428

.381

.039

0

Prior 1

0

0

0

0

0

0

.010

.090

.290

.600

.010

Post. 1

0

0

0

0

0

0

.005

.093

.387

.514

0

Post. 2
0
0
0
0
0
Note. * refers to probabilities lower than .001.

0

.001

.036

.331

.633

0

Null

Uninf.

Small

Strong
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Table 3. Successive priors and posteriors predictive distributions of the data in
the four models.
Model

Time

Possible Data Values
0

1

2

3

4

5

6

7

8

9

10

Prior 1

.001

.010

.044

.117

.205

.246

.205

.117

.044

.010

.001

Post. 1

.001

.010

.044

.117

.205

.246

.205

.117

.044

.010

.001

Post. 2

.001

.010

.044

.117

.205

.246

.205

.117

.044

.010

.001

Prior 1

.136

.075

.082

.083

.083

.083 .083

.083

.082

.075

.136

Post. 1

*

.001

.006

.017

.039

.077

.128

.183

.221

.209

.118

Post. 2

*

*

.001

.003

.011

.033

.079

.154

.244

.287

.188

Prior 1

*

.001

.007 .029

.080

.155

.219

.226

.170

.087

.025

Post. 1

*

.001

.005

.022

.064

.132

.202

.231

.195

.113

.035

Post. 2

*

*

.002

.011

.035

.085

.158

.226

.241

.175

.068

Prior 1

*

*

*

.001

.006

.020 .053

.119

.226

.322

.253

Post. 1

*

*

*

.001

.006

.022

.060

.133

.240

.315

.224

Post. 2
*
*
*
.001 .003
Note. * refers to probabilities lower than .001.

.013

.044

.113

.231

.338

.257

Null

Uninf.

Small

Strong
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Table 4. Marginal likelihoods of the models and Bayes factors for competition 1
of the first prediction game.
Model

Null

Uninformed

Small Effect

Strong Effect

Null

.439

.5334

.2588

.1944

Uninformed

1.8745

.824

.4851

.3645

Small Effect

3.8644

2.0615

.1698

.7513

Strong Effect 5.1433
2.7438
1.3309
.2260
Note. The top left to bottom right diagonal shows the marginal likelihood of each
model. The left side of that diagonal presents the Bayes factors between the models in
the left and the models on top, and the right side presents the Bayes factors between
the top models and the models on the left.
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Table 5. Marginal likelihoods of the models and Bayes factors for competition 2
of the first prediction game.
Model

Null

Uninformed

Small Effect

Strong Effect

Null

.0098

.0467

.0865

.0310

Uninformed

21.43

.2093

1.85

.6652

Small Effect

11.56

.5393

.1129

.3587

Strong Effect 32.23
1.50
2.79
.3147
Note. The top left to bottom right diagonal shows the marginal likelihood of each
model. The left side of that diagonal presents the Bayes factors between the models in
the left and the models on top, and the right side presents the Bayes factors between
the top models and the models on the left.
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Table 6. Marginal likelihoods of models and Bayes factors in the second
prediction game.
Model

Null

Central

Right

Left

Null

1.74e-10

3.29e-07

1.65e-07

22.062

Central

3038472

0.00053

0.50

67034507

Right

6076944

2

0.00106

134069013

Left
.045
1.49e-08 7.45e-09 7.881e-12
Note. The top left to bottom right diagonal shows the marginal likelihood of each
model. The left side of that diagonal presents the Bayes factors between the models in
the left and the models on top, and the right side presents the Bayes factors between
the top models and the models on the left.

TUTORIAL ON BAYESIAN INFERENCE

48

Figure captions
Figure 1. In this example the parameter-data grid contains 12 internal cells, a
bottom margin and a right margin. Panel a shows the declaration stage (see
explanation of the three stages in the text) in which a hypothetical competitor declares
his/her belief on the plausibility of the parameter values low, medium and high by
locating casino chips in the corresponding columns (column M refers to "margin"). This
competitor believes the value Medium (to which she assigned 10 casino chips) is twice
as likely to be true than Low (5 casino chips assigned) and High (5 casino chips). Panel
b shows the grid at the prediction stage. The competitor slid the casino chips into the
internal cells to express his/her predictions on data values to be observed given each
parameter value is true. He/she believes that if the parameter value Low were true the
most likely data value to observe in a sample would be 0, followed by 1. If the Medium
were true the most likely data values in the sample would be 1 and 2, and less so 0 and
3. If High were true the most expected data value is 3, followed by 2. The bottom
margin shows the sum of the casino chips in each column, with the cell on the bottom
right showing the total number of chips in the grid. The right margin shows the sum of
casino chips in each row, and it reflects the belief of the competitor on the plausibility
of each data value. At the clearing stage this participant would receive 4 points if the
observed data value were 0 or 3, and 6 points if the observed data value were 1 or 2.
Figure 2. The prediction game. The grids represent the four competitors of the
game (Null, Uninformed, Small Effect and Strong Effect) after they made their
declaration. Given it is not feasible to plot 10000 casino chips, the number of chips is
indicated in each column.
Figure 3. The competitors made their predictions. The numbers in the internal
cells of the grids indicate the number of chips located in each cell by each competitor.
The bottom margin of each grid shows the total number of chips in each column, the
right margin shows the total number of chips in each row.
Figure 4. The rectangle overlaid on the row corresponding to data value 8
indicates that that was the data value observed in the sample. The number on the right
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margin within the rectangle indicates the number of points rewarded to each competitor.
Figure 5. All the stages of the second game of the First competition. The
declaration of the competitors is shown in the bottom margin, the number of casino
chips located in each cell at the prediction stage is indicated in the internal cells. The
total number of chips located in each row is presented in the right margin. The overlaid
rectangle informs that the new data value observed was 9. Null obtained 98 points,
Uninformed 2094 points, Small Effect 1129 points and Strong Effect is again the winner
with 3147 points.
Figure 6. Likelihood and probability of data values given parameter values. The
color key on the right indicates the meaning (in terms of probabilities) of the colors
used for each cell. Note that each column shows a probability distribution (which must
add to 1) and each row show a likelihood distribution (which does not need to add to
1). See the text for the meaning of the overlaid rectangles.
Figure 7.Prior probability distributions of Central (Blue normal distribution),
Left (green half-normal distribution) and Right (orange half-normal distribution). Note
that for Null (vertical dashed black line) the probability of the parameter value to be in
the 0 interval is 1, but this value is not shown in the Figure.
Figure 8. Likelihood or probability of the data given parameter values. The
column on the right hand side of the Figure is a probability color key that matches
colors to probability values. Figure 8 is conceptually similar to Figure 5, but it does not
show the margins for practical reasons. This figure contain the probability of obtaining
each data value (from -700 to 700) for each parameter value (from -500 to 500). The
sum of the values of the columns is 1, but the sum of the values of the rows is not 1.
Blue color represents probabilities close to 0.
Figure 9. For each competitor (Null, 9a; Central, 9b; Left, 9c; Right, 9d) each
panel shows the prior (bottom left), joint distribution (top left), and prior predictive
distribution (top right) with the probability color code (bottom right) matching
probability values to color. The green horizontal line represents that the observed data
value was on the 210 interval.The place at which the green line crosses the right margin
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is the marginal likelihood of the observed data for each model.
Figure 10. Prior and posterior probability distributions of parameter values and
likelihood of parameter values in each model of prediction game 2. The likelihood (grey
curve) is the same for all the models. Null (top left) has a "spike" in the interval 0 both
in the prior and the posterior. Central (top right) has a prior centered around 0 with a
95% credibility interval shown as a black line. After the data is observed the posterior
(with 95% credibility interval as a brown line) is very close to the likelihood. The
bottom left panel shows the prior and 95% credibility interval of Right. The posterior is
very similar to that of Central and the likelihood. The bottom right panel shows the
prior of Left very far from the likelihood, with a posterior that could not approach the
likelihood.
Figure 11. Observed data (i.e., 210 represented as a vertical black line), prior
and predictive distribution of the data values on each model of prediction game 2.

TUTORIAL ON BAYESIAN INFERENCE

Figures
Figure 1.

51

TUTORIAL ON BAYESIAN INFERENCE

Figure 2.a

Figure 2.b

52

TUTORIAL ON BAYESIAN INFERENCE

Figure 2.c

Figure 2.d

53

TUTORIAL ON BAYESIAN INFERENCE

Figure 3.a

Figure 3.b

54

TUTORIAL ON BAYESIAN INFERENCE

Figure 3.c

Figure 3.d

55

TUTORIAL ON BAYESIAN INFERENCE

Figure 4.a

Figure 4.b

56

TUTORIAL ON BAYESIAN INFERENCE

Figure 4.c

Figure 4.d

57

TUTORIAL ON BAYESIAN INFERENCE

Figure 5.a

Figure 5.b

58

TUTORIAL ON BAYESIAN INFERENCE

Figure 5.c

Figure 5.d

59

TUTORIAL ON BAYESIAN INFERENCE

Figure 6.

60

TUTORIAL ON BAYESIAN INFERENCE

Figure 7.

61

TUTORIAL ON BAYESIAN INFERENCE

Figure 8.

62

TUTORIAL ON BAYESIAN INFERENCE

Figure 9a..

63

TUTORIAL ON BAYESIAN INFERENCE

Figure 9b.

64

TUTORIAL ON BAYESIAN INFERENCE

Figure 9c..

65

TUTORIAL ON BAYESIAN INFERENCE

Figure 9d.

66

TUTORIAL ON BAYESIAN INFERENCE

Figure 10

67

TUTORIAL ON BAYESIAN INFERENCE

Figure 11.

68

